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MINING FOR WEB PERSONALIZATION 

ABSTRACT 

The web has become a huge repository of information and keeps growing exponentially 

under no editorial control, while the human capability to find, read and understand content 

remains constant. Providing people with access to information is not the problem; the 

problem is that people with varying needs and preferences navigate through large web 

structures, missing the goal of their inquiry. Web personalization is one of the most 

promising approaches for alleviating this information overload, providing tailored web 

experiences. This chapter explores the different faces of personalization, traces back its roots 

and follows its progress. It describes the modules typically comprising a personalization 

process, demonstrates its close relation to web mining, depicts the technical issues that arise, 

recommends solutions when possible, and discusses the effectiveness of personalization and 

the related concerns. Moreover, the chapter illustrates current trends in the field suggesting 

directions that may lead to new scientific results.  

INTRODUCTION 

Technological innovation has led to an explosive growth of recorded information with the 

web being a huge repository, under no editorial control. More and more people everyday 

browse through it in an effort to satisfy their ‘primitive’ need for information, as humans 

might properly be characterized as a species of Informavores (Dennett, 1991) who “actively 

seek, gather, share and consume information to a degree unapproached by other organisms”. 

Pirolli and Card (1999, p. 3) took this approach one step further and introduced the 

Information Foraging Theory 1  according to which, “when feasible, natural information 

systems evolve towards stable states that maximize gains of valuable information per unit 

cost” (see also Resnikoff, 1989). 
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Under the Information Foraging assumption, people need information and the web today 

provides open access to a large such volume. Thus providing people with access to more 

information is not the problem; the problem is that more and more people with varying needs 

and preferences navigate through large and complicated web structures, missing -in many 

cases- the goal of their inquiry. The challenge today is how to concentrate human attention to 

information that is useful (maximizing gains of valuable information per unit cost), a point 

eloquently made by H.A. Simon (as quoted by Hal Varian in 1995, p. 200), “...what 

information consumes is rather obvious: it consumes the attention of its recipients. Hence a 

wealth of information creates a poverty of attention and a need to allocate that attention 

efficiently among the overabundance of information sources that might consume it”. 

Personalization can be the solution to this information overload problem as its objective is to 

provide users with what they want or need, without having to ask (or search) for it explicitly 

(Mulvenna et al., 2000). It is a multidiscipline area deploying techniques from various 

scientific fields for putting together data and producing personalized output for individual 

users or groups of users. These fields comprise information retrieval, user modeling, artificial 

intelligence, databases, and more). Personalization on the web covers a broad area, ranging 

from check-box customization to recommender systems, and adaptive web sites. The 

spectrum from customizable web sites (where users are allowed usually manually to 

configure the site in order to better suit their preferences) to adaptive ones (the site 

undertakes to automatically produce all adaptations according to the user profile, recorded 

history, etc.) is wide and personalization nowadays has moved towards the latter end. Cases 

of personalization in use, we meet in e-commerce applications (product recommendations for 

cross-selling and up-selling, one-to-one marketing, personalized pricing, store-front page 

customization, etc.), in information portals (home page customization such as my.yahoo.com, 

etc.), in search engines (where returned results are filtered and/or sorted according to the 
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profile of the specific user or group of users), and e-learning applications (topic 

recommendations, student/teacher/administrator views, content adaptations based on student 

level and skills, etc.). And while recently, there has been a lot of talking about 

personalization, one has to wonder whether it is hype or an actual opportunity. Doug Riecken 

in his editorial article in the Communications of the ACM Special Issue on Personalization 

(2000) claims that it should be considered as an opportunity, but it must be defined clearly 

and it must be designed to be useful and usable, conditions that in the traditional HCI field 

(Nielsen, 1994) are interpreted as allowing users to achieve their goals (or perform their 

tasks) in little time, with low error rate, and while experiencing high subjective satisfaction. 

The personalization technology is fast evolving and its use spreads quickly. In the years to 

come all web applications will embed personalization components and this philosophy will 

be part and parcel of many everyday life tasks (e.g. ambient computing, house of tomorrow). 

We are now at the phase of exploring the possibilities and potential pitfalls of personalization 

as implemented and designed so far. In our opinion this is a good point to review the 

progress, learn from our mistakes, and think about the ‘gray’ areas and the controversies 

before planning for the future. This chapter aims to define personalization, describe its 

modules, demonstrate the close relation between personalization and web mining, depict the 

technical issues that arise, recommend solutions when possible, and discuss its effectiveness, 

as well as the related concerns. Moreover, our goal is to illustrate the future trends in the field 

and suggest this way, directions that may lead us to new scientific results.  

MOTIVATION FOR PERSONALIZATION 

Taking things from the beginning, the roots of personalization -as we interpret it today- are 

traced back to the introduction of adaptive hypermedia applications in Brusilovsky’s work of 

1996 and its updated version of 2001. Adaptive hypermedia were introduced as an alternative 

to the traditional ‘one-size-fits-all’ approach, building a model of the goals, preferences and 
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knowledge of each individual user, and using this model throughout the interaction, in order 

to adapt to the user’s specific needs.  

Adaptations are differentiated depending on the amount of control a user has over them. Four 

distinct roles are defined in the process: adaptation initiator, proposer, selector and producer 

(Dieterich et al., 1993). Systems where the user is in control of initiation, proposal, selection 

and production of the adaptation are called adaptable (Oppermann, 1994) (‘in control’ 

thereby meaning that the user can perform these functions, but can also opt to let the system 

perform some of them). In contrast, systems that perform all steps autonomously are called 

adaptive. Adaptability and adaptivity can coexist in the same application and the final tuning 

between the two should be decided taking into account convenience for the user, demands on 

the user, irritation of the user and the consequences of false adaptation. User control may be 

provided on a general level (users can allow or disallow adaptation at large), on a type level 

(users can approve or disapprove that certain types of adaptation take place) or on a case-by-

case basis (Kobsa & Pohl, 2001). 

As already mentioned, initial attempts of implementing personalization were limited to 

check-box personalization, where portals allowed the users to select the links they would like 

on their ‘personal’ pages, but this has proved of limited use since it depends on the users 

knowing in advance the content of their interest. Moving towards more intelligent (or AI) 

approaches, collaborative filtering was deployed for implementing personalization based on 

knowledge about likes and dislikes of past users that are considered similar to the current one 

(using a certain similarity measure). These techniques required users to input personal 

information about their interests, needs and/or preferences but this posed in many cases a big 

obstacle, since web users are not usually cooperative in revealing this type of data. Due to 

such problems, researchers resorted to observational personalization, which is based on the 

assumption that we can find clues about how to personalize information, services or products 
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in records of users’ previous navigational behavior (Mulvenna et al., 2000). This is the point 

where web mining comes into play; web mining is defined as the use of data mining 

techniques for discovering and extracting information from web documents and services and 

is distinguished as web content, structure or usage mining depending on which part of the 

web is mined (Kosala & Blockeel, 2000). In the majority of cases, web applications base 

personalization on web usage mining, which undertakes the task of gathering and extracting 

all data required for constructing and maintaining user profiles based on the behavior of each 

user as recorded in server logs.  

Now that all necessary introductions are in place, we may proceed with formally introducing 

the central concept of this chapter. Defining a scientific discipline is always a controversy 

task and personalization is no exception to this rule as, in the related bibliography, one may 

come across many definitions; we already referred to the definition found in Mulvenna et al. 

(2000) and we indicatively also quote the following one, which follows a more user-centric 

approach: “Personalization is a process that changes the functionality, interface, information 

content, or distinctiveness of a system to increase its personal relevance to an individual” 

(Blom, 2000). Eirinaki and Vazirgiannis (2003, p. 1) define it in a way that addresses 

adequately all primary aspects of personalization as perceived in the specific context of this 

book: “Personalization is defined as any action that adapts the information or services 

provided by a web site to the knowledge gained from the users’ navigational behavior and 

individual interests, in combination with the content and the structure of the web site”. For 

the remaining of the chapter, we will use this as our working personalization definition. 

THE PERSONALIZATION PROCESS DECOMPOSED 

In this section we discuss the overall personalization process in terms of the discrete modules 

comprising it: data acquisition, data analysis and personalized output. We describe in detail 
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the objectives of each module and review the approaches taken so far by scientists working in 

the field, the obstacles met and when possible, the solutions recommended.  

Data Acquisition 

In the large majority of cases, web personalization is a data-intensive task that is based on 

three general types of data; data about the user, data about the web site usage and data about 

the software and hardware available on the user’s side.  

User data. This category denotes information about personal characteristics of the user. 

Several such types of data has been used in personalization applications, such as: 

• Demographics (name, phone number, geographic information, age, sex, education, 

income, etc.); 

• User’s knowledge of concepts and relationships between concepts in an application 

domain (input that has been of extensive use in natural language processing systems) 

or domain specific expertise; 

• Skills and capabilities (in the sense that apart from ‘what’ the user knows, in many 

cases it is of equal importance to know what the user knows ‘how’ to do, or even 

further, distinguish between what the user is familiar with and what she can actually 

accomplish); 

• Interests and preferences; 

• Goals and plans (plan recognition techniques and identified goals allow the web site 

to predict user’s interests and needs and adjust its contents for easier and faster goal 

achievement). 

There are two general approaches for acquiring user data of the types described above: either 

the user is asked explicitly to provide the data (using questionnaires, fill-in preference 

dialogs, or even via machine readable data-carriers, such as smart cards), or the system 
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implicitly derives such information without initiating any interaction with the user (using 

acquisition rules, plan recognition, and stereotype reasoning). 

Usage data. Usage data may be directly observed and recorded, or acquired by analyzing 

observable data (whose amount and detail varies depending on the technologies used during 

web site implementation, i.e. java applets, etc.), a process already referenced in this chapter 

as web usage mining. Usage data may either be: 

• Observable data comprising selective actions like clicking on an link, data regarding 

the temporal viewing behavior, ratings (using a binary or a limited, discrete scale) and 

other confirmatory or disconfirmatory actions (making purchases, e-

mailing/saving/printing a document, bookmarking a web page and more), or 

• Data that derive from further processing the observed and regard usage regularities 

(measurements of frequency of selecting an option/link/service, production of 

suggestions/recommendations based on situation-action correlations, or variations of 

this approach, for instance recording action sequences).  

Environment data. On the client side, the range of different hardware and software used is 

large and keeps growing with the widespread use of mobile phones and personal digital 

assistants (PDAs) for accessing the web. Thus in many cases the adaptations to be produced 

should also take into account such information. Environment data addresses information 

about the available software and hardware at the client computer (browser version and 

platform, availability of plug-ins, firewalls preventing applets from executing, available 

bandwidth, processing speed, display and input devices, etc.), as well as locale (geographical 

information in order to adjust the language, or other locale specific content).  

After data has been acquired (a process that is in continuous execution for most of the cases), 

it needs to be transformed into some form of internal representation (modeling) that will 

allow for further processing and easy update. Such internal representation models are used for 
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constructing individual or aggregate (when working with groups of users) profiles, a process 

termed user profiling in the relative literature. Profiles may be static or dynamic based on 

whether -and how often- they are updated. Static profiles are usually acquired explicitly while 

dynamic ones are acquired implicitly by recording and analyzing user navigational behavior. 

In both approaches, we have to deal with different but equally serious problems. In the case 

of explicit profiling, users are often negative about filling-in questionnaires and revealing 

personal information online, they comply only when required and even then the data 

submitted may be false. On the other hand, in implicit profiling, even though our source of 

information is not biased by the users’ negative attitude, the problems encountered derive 

once again from the invaded privacy concern and the loss of anonymity, as personalization is 

striving to identify the user, record the user’s online behavior in as much detail as possible 

and extract needs and preferences in a way the user cannot notice, understand or control. The 

problem of loss of control is observed in situations where the user is not in control of when 

and what change occurs and it is referenced in numerous HCI resources, such as (Kramer et 

al., 2000), (Mesquita et al., 2002), (Nielsen, 1998) as a usability degrading factor. A more 

detailed discussion on the issues of privacy and locus of control can be found later in this 

chapter, under ‘Trends and Challenges in Personalization Research’. 

Data Analysis 

User profiling affects dramatically the kinds of analysis that can be applied after the phase of 

data acquisition, in order to reach secondary inferences and accomplish more sophisticated 

personalization. The techniques that may be applied for further analyzing and expanding user 

profiles so as to derive inferences vary and come from numerous scientific areas that 

comprise artificial intelligence, machine learning, statistics, and information retrieval. In this 

chapter, we follow the approach of information retrieval and set our focus on deploying web 

mining for analyzing user behavior and inferring ‘interesting’ patterns, similarities, clusters 
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and correlations among users and/or page requests. In the past years, several researchers have 

applied web usage mining for constructing user profiles and making personalization 

decisions. Web usage mining uses server logs as its source of information and the process of 

deriving valuable information from them progresses according to the following phases 

(Srivastava et al., 2000): data preparation and preprocessing, pattern discovery and pattern 

analysis. 

Data Preparation and Preprocessing 

The objective of this phase is to derive a set of server sessions from raw usage data, as 

recorded in the form of web server logs. Before proceeding with a more detailed description 

of data preparation, it is necessary to give a set of data abstractions as introduced by the 

W3C2 (World Wide Web Consortium) for describing web usage. A server session is defined 

as a set of page views served due to a series of HTTP requests from a single user to a single 

web server. A page view is a set of page files that contribute to a single display in a web 

browser window (the definition of the pageview is necessary because for analyzing user 

behavior what is of value is the aggregate page view and not each one of the consecutive 

separate requests that are generated automatically for acquiring parts of the page view such as 

scripts, graphics, etc). Determining which log entries refer to a single page view (a problem 

known as page view identification) requires information about the site structuring and 

contents. A sequential series of page view requests is termed click-stream and it is its full 

contents that we ideally need to know for reliable conclusions. A user session is the chick-

stream of page views for a single user across the entire web, while a server session is the set 

of page views in a user session for a particular web site.  

During data preparation the task is to identify the log data entries that refer to graphics or 

traffic automatically generated by spiders and agents. These entries in most of the cases are 

removed from the log data as they do not reveal actual usage information. Nevertheless, the 
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final decision on the best way to handle them depends on the specific application. After 

cleaning, log entries are usually parsed into data fields for easier manipulation.  

Apart from removing entries from the log data in many cases data preparation also includes 

enhancing the usage information by adding the missing clicks to the user click-stream. The 

reason dictating this task is client and proxy cashing, which cause many requests not to be 

recorded in the server logs and be served by the cashed page views. The process of restoring 

the complete click-stream is called path completion and it is the last step for preprocessing 

usage data. Missing page view requests can be detected when the referrer page file for a page 

view is not part of the previous page view. The only sound way to have the complete user 

path is by using either a software agent or a modified browser on the client-side. In all other 

cases the available solutions (using for instance, apart from the referrer field, data about the 

link structure of the site) are heuristic in nature and cannot guarantee accuracy.  

Except for the path completion issue, there remain a set of other technical obstacles that must 

be overcome during data preparation and preprocessing. More specifically, a major such issue 

is user identification. A number of methods are deployed for user identification and the 

overall assessment is that the more accurate a method is the higher the privacy invasion 

problem it faces. Assuming that each IP address/agent pair identifies a unique user is not 

always the case, as many users may use the same computer to access the web and the same 

user may access the web form various computers. An embedded session ID requires dynamic 

sites and while it distinguishes the various users from the same IP/Agent it fails to identify 

the same user from different IPs. Cookies and software agents accomplish both objectives, 

but are usually not well accepted (or even rejected and disabled) by most users. Registration 

also provides reliable identification but not all users are willing to go through such a 

procedure or recall logins and passwords. Alternatively, modified browsers may provide 

accurate records of user behavior even across web sites, but they are not a realistic solution in 
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the majority of cases as they require installation and only a limited number of users will 

install and use them.  

Last but not least, there arises the issue of session identification. Trivial solutions tackle this 

by setting a minimum time threshold and assuming that subsequent requests from the same 

user exceeding it belong to different sessions (or use a maximum threshold for concluding 

respectively).  

Pattern Discovery 

Pattern discovery aims to detect interesting patterns in the preprocessed web usage data by 

deploying statistical and data mining methods. These methods usually comprise (Eirinaki & 

Vazirgiannis, 2003): 

• Association rule mining: a technique used for finding frequent patterns, associations 

and correlations among sets of items. In the web personalization domain, this method 

may indicate correlations between pages not directly connected and reveal previously 

unknown associations between groups of users with specific interests. Such 

information may prove valuable for e-commerce stores in order to improve Customer 

Relationship Management (CRM).  

• Clustering: a method used for grouping together items that have similar 

characteristics. In our case items may either be users (that demonstrate similar online 

behavior) or pages (that are similarity utilized by users). 

• Classification: a process that learns to assign data items to one of several predefined 

classes. Classes usually represent different user profiles and classification is 

performed using selected features with high discriminative ability as refers to the set 

of classes describing each profile. 

• Sequential pattern discovery: an extension to the association rule mining technique, 

used for revealing patterns of co-occurrence, thus incorporating the notion of time 
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sequence. A pattern in this case may be a web page or a set of pages accessed 

immediately after another set of pages. 

Pattern Analysis 

In this final phase the objective is to convert discovered rules, patterns and statistics into 

knowledge or insight involving the web site being analyzed. Knowledge here is an abstract 

notion that in essence describes the transformation from information to understanding; it is 

thus highly dependent on the human performing the analysis and reaching conclusions. In 

most of the cases, visualization techniques are used for ‘communicating’ better the 

knowledge to the analyst. 

Figure 1 provides a summarized representation of all described subtasks comprising the 

process of web personalization based on usage mining.  

Personalized
Web

Experience

Recording of
User Activity

demographics
knowledge, skills,
possibilities
interests/
preferences

Raw data
(acquired explicitely

or implicitely)
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user/page clusters
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association rule mining
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path completion
user identification
session/page view
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page/fragment variants
fragment coloring
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adaptive NL generation
link sorting/annotation
link (un)hiding/disabling/
enabling/removal/addition
media adaptation (text, audio,
video, still images, etc.)

Web site structure
and content
information

Data Modeling
and Secondary

Inferences

usage/
environment data

Determination
of

Adaptation/s

user/environment data

click-stream data

personalized
page view

 

Figure 1: Personalization based on web mining. 

The techniques mentioned so far for performing the various phases of data analysis apply 

web usage mining in order to deliver web personalization. This approach is indeed superior to 
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other more traditional methods (such as collaborative or content based filtering) in terms of 

both scalability and reliance on objective input data (and not for instance, subjective user 

ratings). Nevertheless, usage-based personalization can also be problematic when little usage 

data is available pertaining to some objects, or when the site content changes regularly. 

Mobasher et al. (2000a) claims that for more effective personalization both usage and content 

attributes of a site must be integrated into the data analysis phase and be used uniformly as 

the basis of all personalization decisions. This way semantic knowledge is incorporated into 

the process by representing domain ontologies in the preprocessing and pattern discovery 

phases, and using effective techniques to obtain uniform profiles representation and show 

how to use such profiles for performing real-time personalization (Mobasher & Dai, 2001).  

Personalized Output 

After gathering the appropriate input data (about the user, the usage and/or the usage 

environment), storing them using an adequate representation and analyzing them for reaching 

secondary inferences, what remains is to explore and decide upon the kind of adaptations the 

web site will deploy in order to personalize itself. These adaptations can take place at 

different levels: 

• Content: Typical applications of such adaptations are optional explanations and 

additional information, personalized recommendations, theory driven presentation, 

and more. Techniques used for producing such adaptations include adaptive selection 

of web page (or page fragment) variants, fragment coloring, adaptive stretch-text, and 

adaptive natural language generation.   

• Structure: It refers to changes in the link structure of hypermedia documents or their 

presentation. Techniques deployed for producing this kind of adaptations comprise 

adaptive link sorting, annotation, hiding and unhiding, disabling and enabling, 

removal/addition. Adaptations of structure are widely used for producing adaptive 
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recommendations (for products, information or navigation), as well as constructing 

personal views and spaces.  

• Presentation and media format: in this type of personalized output the 

informational content ideally stays the same, but its format and layout changes (for 

example from images to text, form text to audio, from video to still images). This type 

of adaptations is widely used for web access through PDAs or mobile phones, or in 

web sites that cater to handicapped persons.  

In the majority of cases, personalized web sites deploy hybrid adaptation techniques.  

Personalization requires the manipulation of large amounts of data and processing it at a 

speed that allows for low response times, so that adaptations take effect as soon as possible 

and the process remains transparent to the user. At the same time, in most personalization 

scenarios, and with the purpose of keeping the processing time very low, parts of the 

process are executed offline. Effect of this case is that the system delays in updating 

changing user profiles, since it is only natural that user preferences and even more often 

user needs change over time requiring corresponding updates to the profiles. The trade-off 

between low response times and keeping profiles updated is usually determined on an 

application basis, according to the specific precision and speed requirements, or in other 

words, the fault and delay tolerance.  

THEORY IN ACTION: TOOLS AND STANDARDS 

From the previous, it is obvious that personalizing the web experience for users by addressing 

individual needs and preferences is a challenging task for the web industry. Web-based 

applications (e.g. portals, e-commerce sites, e-learning environments, etc.) can improve their 

performance by using attractive new tools such as dynamic recommendations based on 

individual characteristics and recorded navigational history. However, the question that arises 

is how this can be actually accomplished. Both web industry and researchers from diverse 
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scientific areas have focused on various aspects of the topic. The research approaches, and 

the commercial tools that deliver personalized web experiences based on business rules, web 

site content and structure, as well as the user behavior recorded in web log files are 

numerous. This section provides a tour around the most well-known applications of web 

personalization both at a research and a commercial level.  

Letizia (Lieberman, 1995), one of the first intelligent agents, assists web search and offers 

personalized lists of URLs close to the page being read using personal state, history and 

preferences (contents of current and visited pages). More specifically, the agent automates a 

browsing strategy consisting of a best-first search augmented by heuristics inferring user 

interest from her behavior. 

WebWatcher (Armstrong et al., 1995), (Joachims et al., 1997) comprises a ‘tour guide’ web 

agent that highlights hyperlinks in pages based on the declared interests and path traversal 

pattern of the current user, as well as previous similar users. WebWatcher incorporates three 

learning approaches: a) learning from previous tours, b) learning from the hypertext structure 

and c) combination of the first two approaches.  

A recommendation system that assists web search and personalizes the results of a query 

based on personal history and preferences (contents and ratings of visited pages) is Fab 

(Balabanovic & Shoham, 1997). By combining both collaborative and content-based 

techniques, it succeeds to eliminate many of the weaknesses found in each approach.  

Humos/Wifs (Ambrosini et al., 1997) has two components, the Hydrid User Modeling 

Subsystem and the Web-oriented Information Filtering Subsystem, assisting web search and 

personalizing the results of a query based on an internal representation of user interests 

(inferred by the system through a dialogue). It uses a hybrid approach to user modeling 

(integration of case-based components and artificial neural network) and takes advantage of 
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semantic networks, as well as a well-structured database in order to perform accurate 

filtering. 

Another agent that learns users’ preferences by looking at their visit records and then 

provides them with updated information about the web site is SiteHelper (Ngu & Wu, 1997). 

The agent carries out two types of incremental learning: interactive learning by asking user 

for feedback and silent learning by using the log files.  

Personal WebWatcher (Mladenic, 1999) is a ‘personal’ agent, inspired basically by 

WebWatcher, that assists web browsing and highlights useful links from the current page 

using personal history (content of visited pages), while Let's Browse (Lieberman et al., 1999) 

implemented as an extension to Letizia, supports automatic detection of the presence of users, 

automated ‘channel surfing’ browsing, and dynamic display of the user profiles and 

explanation of recommendations.  

The use of association rules was first proposed in (Agrawal et al., 1993) and (Agrawal & 

Srikant, 1994). Chen et al. in (1998) uses association rules algorithms to discover 

‘interesting’ correlations among user sessions, while the definition of a session as a set of 

maximal forward references (meaning a sequence of web pages accessed by a user) was 

introduced in (Chen et al., 1996). This work is also the basis of SpeedTracer (Wu et al., 

1998), which uses referrer and agent information in the pre-processing routines to identify 

users and server sessions in the absence of additional client side information, and then 

identifies the most frequently visited groups of web pages. Krishnan et al. (1998) describes 

path-profiling techniques in order to predict future request behaviors. Thus content can be 

dynamically generated before the user requests it.  

Manber et al. (2000) presents Yahoo! personalization experience. Yahoo! was one of the first 

web sites to use personalization on a large scale. This work studies three examples of 
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personalization Yahoo! Companion, Inside Yahoo! Search and My Yahoo! application, 

which were introduced in July 1996.  

Cingil et al. (2000) describes the need for interoperability when mining the web and how the 

various standards can be used for achieving personalization. Furthermore, he establishes an 

architecture for providing web servers with automatically generated, machine processable, 

dynamic user profiles, while conforming to users’ privacy preferences.  

Mobasher et al. (2000b) describes a general architecture for automatic web personalization 

using web usage mining techniques. WebPersonalizer (Figure 2) is an advanced system 

aiming at mining web log files to discover knowledge for the production of personalized 

recommendations for current the user based on her similarities with previous users. These 

user preferences are automatically learned from web usage data eliminating in this way the 

subjectivity from profile data, as well as keeping them updated. The pre-processing steps 

outlined in (Cooley et al., 1999a) are used to convert the server logs into server sessions. The 

system recommends pages from clusters that closely match the current session.  

For personalizing a site according to the requirements of each user, Spiliopoulou (2000) 

describes a process based on discovering and analyzing user navigational patterns. Mining 

these patterns we can gain insight into a web site’s usage and optimality with respect to its 

current user population. 

Usage patterns extracted from web data have been applied to a wide range of applications. 

WebSIFT (Cooley et al., 1997), (Cooley et al., 1999b), (Cooley et al., 2000) is a Web Site 

Information Filter system that combines usage, content, and structure information about a 

web site. The information filter automatically identifies the discovered patterns that have a 

high degree of subjective interestingness.  

Web Utilization Miner - WUM (Spiliopoulou & Faulstich, 1998), (Spiliopoulou et al., 1999a), 

(Spiliopoulou et al., 1999b), (Spiliopoulou & Pohle, 2000) specifies, discovers, and visualizes 
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interesting navigation patterns. In WUM the concept of navigation patterns includes both the 

sequence of events that satisfies the expert’s constraints and the routes connecting those 

events.  
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Figure 2. A general architecture for usage-based Web personalization (Mobasher 

et al. 2000b) 

Another Web Usage Miner designed for e-commerce applications is MIDAS (Buchner et al., 

1999) in which a navigation pattern is a sequence of events satisfying the constraints posed 

by an expert who can specify in a powerful mining language, which patterns have potential 

interest.  

IndexFinder (Perkowitz & Etzioni, 2000b) is a web management assistant, a system that can 

process massive amounts of data about site usage and suggest useful adaptations to the web 
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master. This assistant develops adaptive web sites that semi-automatically improve their 

organization and presentation by learning from visitor access patterns. Adaptive web sites are 

defined in (Perkowitz & Etzioni, 1997), (Perkowitz & Etzioni, 1998), (Perkowitz & Etzioni, 

1999), (Perkowitz & Etzioni, 2000a).  

Finally, Rossi et al. (2001) introduces an interesting approach based on the Object-Oriented 

Hypermedia Design Method (OOHDM). They build web application models as object-

oriented views of conceptual models and then refine the views according to user’s profiles or 

preferences to specify personalization. In this context, the linking topology or the contents of 

individual nodes can be basically personalized. 

Moreover, many vendors such as Blue Martini Software Inc., E.piphany, Lumio Software, 

Net Perceptions, Sane Solutions, WebSideStory Inc, etc. provide a variety of commercial 

tools that support mining for web personalization. Table 1 summarizes a list of the most 

representative current commercial applications. All these can be integrated directly into a 

web site server in order to provide users with personalized experiences.  
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Commercial applications 
Vendor Application Description 

Accrue Software Inc. 
http://www.accrue.com

Accrue G2, Accrue Insight, 
Pilot Suite, Pilot Hit List  

Analytic tools that allow companies to transform volumes of complex web data 
into actionable information for building long-term, multi-channel customer 
relationships (by capturing users’ decision-making process and behavior 
patterns). 

Blue Martini Software Inc. 
http://www.bluemartini.com

Blue Martini Marketing A comprehensive solution for customer analysis and marketing automation. 
Companies use the software to create a unified picture of customers, analyze their 
behavior for patterns and insights, and implement those insights through 
personalization and outbound marketing. 

Coremetrics Inc. 
http://www.coremetrics.com

Coremetrics Marketforce An online marketing analytics platform that captures and stores all visitor and 
customer activity to build LIVE (Lifetime Individual Visitor Experience) Profiles 
that serve as the foundation for all successful marketing initiatives (featuring 
essential tools to increase online sales, maximize marketing return on investment 
(ROI), and optimize site design). 

E.piphany 
http://www.epiphany.com

E.piphany E.6 Integrated tool that merges analytical/operational CRM capabilities to drive 
intelligent, effective, and personalized interactions with customers on any touch 
point (including applications for Marketing, Sales, Service, etc.). 

Elytics Inc. 
http://www.elytics.com

Elytics Analysis Suite Powerful customer-centric analytics tools and innovative visualization 
applications that allow companies to measure and optimize e-channel 
performance by improving customer segment response to online initiatives, 
marketing campaign and tactic effectiveness, content effectiveness, registration 
and browse-to-buy conversions, etc. 

IBM Corporation 
http://www.ibm.com

WebSphere Personalization, 
SurfAid (Express, Analysis, 
Business Integration) 

Tools that allow web site content personalization matching the unique needs and 
interests of each visitor. By analyzing web traffic and visitor behavior companies 
may gain rapid feedback in regard to site traffic, marketing campaigns, visitor 
geographies, site navigation and design effectiveness, visitor loyalty, site 
stickiness, etc. 

Lumio Software 
http://www.lumio.com

Re:cognition Product Suite, 
Re:action, Re:search, 
Re:collect 

Suite for optimizing customer experience by personalization/customization. It 
enhances the effectiveness of e-businesses by supporting behavioral data 
collection-analysis-storage, real-time knowledge deployment and key 
performance indicators measurement to continuously monitor the quality of the 
interactions with customers.  

NCR Corporation 
http://www.ncr.com

Teradata Warehouse Analytical CRM solution suite that enables personalized customer dialogues by 
event-driven optimization and achieving higher revenue and profitability while 

http://www.accrue.com/
http://www.bluemartini.com/
http://www.coremetrics.com/
http://www.epiphany.com/
http://www.elytics.com/
http://www.ibm.com/
http://www.lumio.com/
http://www.ncr.com/
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improving customer satisfaction.  
Net Perceptions 
http://www.netperceptions.com

NetP 7 NetP 7 powers one-to-one interactions driving product penetration and increased 
revenue via call center, web site, outbound e-mail campaigns, and direct mail by 
delivering personalized offers to customers. It contains advanced analytics to 
build statistical models based on historical transaction data that form the basis for 
effective cross-sell, up-sell, targeted customer lists and alternative product 
recommendations for out-of-stock items.  

NetIQ Corporation 
http://www.netiq.com

WebTrends Intelligence 
Suite, WebTrends Log 
Analyzer Series 

Web analytics solutions that deliver key insight into every element of web visitor 
activity, allowing organizations to make smarter decisions in order to acquire, 
convert and retain more customers resulting in higher returns on infrastructure 
and marketing investments and improved visitor-to-customer conversion rates. 

Quest Software 
http://www.quest.com

Funnel Web Analyzer, 
Funnel Web Profiler 

User profiling and web site traffic analysis tools that optimize web sites by 
analyzing how users interact with them and make informed decisions about what 
changes will improve users’ experience (Client Click Stream analysis feature).  

Sane Solutions 
http://www.sane.com

NetTracker 6.0 (Business 
Objects, Cognos, 
MicroStrategy) 

NetTracker empowers business companies with easy-to-use, instant ad hoc 
analysis capabilities for answering very specific questions about individual 
visitors. 

SAS 
http://www.sas.com

SAS Value Chain Analytics, 
SAS IntelliVisor, Enterprise 
Miner 

Services for providing customized information, improving effectiveness of 
marketing campaigns by data mining and analytical techniques. They also help 
companies to reveal trends, explain known outcomes, predict future outcomes 
and identify factors that can secure a desired effect, all from collected 
demographic data and customer buying patterns. 

SPSS Inc. 
http://www.spss.com

NetGenesis A web analytic software that interprets and explains customer behavior. It gathers 
and manages vast amounts of data, identifies which content brings the most 
value, builds loyal customers and determines the effectiveness of commerce and 
marketing campaigns. It addresses the distinct and complex needs of large 
businesses with dynamic, transaction driven and highly personalized web sites.  

WebSideStory Inc. 
http://www.websidestory.com

HitBox Services Suite 
(Enterprise, Commerce, 
Wireless Web Site Analysis) 

A broad range of market-proven services developed to help companies to 
optimize their online marketing performance (e.g. comprehensive online 
marketing analytics and optimization, essential web traffic analysis, wireless web 
site analysis).  

Table 1. Commercial applications 

http://www.netperceptions.com/
http://www.netiq.com/
http://www.quest.com/
http://www.quest.com/funnel_web/analyzer/clicks.asp
http://www.sane.com/
http://www.sas.com/
http://www.spss.com/
http://www.websidestory.com/
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As mentioned before, the techniques applied for web personalization should be based on 

standards and languages ensuring interoperability, better utilization of the stored information, 

as well as personal integrity and privacy (Cingil et al., 2000).  

Extensible Markup Language (XML)3 is a simple, very flexible text format originally 

designed to meet the challenges of large-scale electronic publishing. XML plays an 

increasingly important role in the exchange of a wide variety of data on the Web and the 

XML Query Language4 can be used for extracting data from XML documents.  

Resource Description Framework (RDF)5 is a foundation for processing metadata and 

constitutes a recommendation of W3C. It provides interoperability between applications that 

exchange machine-understandable information on the web and its syntax can use XML. RDF 

applications include resource discovery, content description/relationships, knowledge sharing 

and exchange, web pages intellectual property rights, user’s privacy preferences, web site’s 

privacy policies, etc. 

Platform for Privacy Preferences (P3P)6 was developed by the W3C in 1999 and comprises 

a standard that provides a simple and automated way for users to gain more control over their 

personal information when visiting web sites. Personal profiling is a form of web site visitor 

surveillance and leads to a number of ethical considerations. Web site visitors must be 

convinced that any collected information will remain confidential and secure. P3P enables 

web sites to express their privacy practices in a standard format that can be retrieved 

automatically and interpreted easily by user agents. P3P user agents allow users to be 

informed of site practices (in both machine and human readable formats) and to automate 

decision-making based on these practices when appropriate. Thus users need not read the 

privacy policies at every site they visit. However, while P3P provides a standard mechanism 

for describing privacy practices, it does not ensure that web sites actually follow them.  
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Open Profiling Standard (OPS)7 is a proposed standard by Netscape that enables web 

personalization. It allows users to keep profile records on their hard drives, which can be 

accessed by authorized web servers. The users have access to these records and can control 

the presented information. These records can replace cookies and manual online registration. 

The OPS has been examined by the W3C, and its key ideas have been incorporated into P3P.  

Customer Profile Exchange (CPEX)8 is an open standard for facilitating the privacy-enabled 

interchange of customer information across disparate enterprise applications and systems. It 

integrates online/offline customer data in an XML-based data model for use within various 

enterprise applications both on and off the web, resulting in a networked, customer-focused 

environment. The CPEX working group intends to develop open-source reference 

implementation and developer guidelines to speed adoption of the standard among vendors.  

Personalized Information Description Language (PIDL)9 aims at facilitating personalization 

of online information by providing enhanced interoperability between applications. PIDL 

provides a common framework for applications to progressively process original contents and 

append personalized versions in a compact format. It supports the personalization of different 

media (e.g. plain text, structured text, graphics, etc.), multiple personalization methods (such 

as filtering, sorting, replacing, etc.) and different delivery methods (for example SMTP, 

HTTP, IP-multicasting, etc.). It creates a unified framework for services to both personalize 

and disseminate information. Using PIDL, services can describe the content and 

personalization methods used for customizing the information and use a single format for all 

available access methods.  

TRENDS AND CHALLENGES IN PERSONALIZATION RESEARCH 

While personalization looks important and appealing for the web experience, several issues 

still remain unclear. One such issue is privacy preserving and stems from the fact that 

personalization requires collecting and storing far more personal data than ordinary non-
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personalized web sites. According to Earp and Baumer (2003), there is little legal protection 

of consumer information acquired online -either voluntarily or involuntarily- while systems 

try to collect as much data as possible from users, usually without user’s initiative and 

sometimes without their awareness, so as to avoid user distraction. Numerous surveys already 

available, illustrate user preferences concerning online privacy (Kobsa & Schreck, 2003), 

with the requirement for preservation of anonymity when interacting with an online system, 

prevailing.  

A solution to this problem may come from providing user anonymity, even thought this may 

sound controversial, since many believe that anonymity and personalization cannot co-exist. 

Schafer et al. (2001) claim that “anonymizing techniques are disasters for recommenders, 

because they make it impossible for the recommender to easily recognize the customer, 

limiting the ability even to collect data, much less to make accurate recommendations”. 

Kobsa and Schreck (2003) on the other hand, present a reference model for pseudonymous 

and secure user modeling that fully preserves personalized interaction. Users’ trust in 

anonymity can be expected to lead to more extensive and frank interaction, hence to more 

and better data about the user, and thus better personalization. While this is a comprehensive 

technical solution for anonymous and personalized user interaction with web services, a 

number of obstacles must still be addressed; hardly any readily available distributed 

anonymization infrastructures, such as mixes, have been put in place and anonymous 

interaction is currently difficult to maintain when money, physical goods and non-electronic 

services are being exchanged.  

The deployment of personalized anonymous interaction will thus strongly hinge on social 

factors (i.e. regulatory provisions that mandate anonymous and pseudonymous access to 

electronic services). This will give the opportunity to holders of e-shops to apply intelligent 

e-marketing techniques with web mining and personalization features as in Perner and Fiss 
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(2002). Intelligent e-marketing is part of the web intelligence (Yao et al., 2001), where 

intelligent web agents (WA), acting as computational entities, are making decisions on behalf 

of their users and self-improving their performance in dynamically changing and 

unpredictable task environments. WAs provide users with a user-friendly style of 

presentation (Cheung et al., 2001) that personalizes both interaction and content presentation 

(referenced in the bibliography as Personalized Multimodal Interface).  

A relatively recent development that is foreseen to greatly affect web personalization (and 

more specifically the web mining subtasks) is the creation of the semantic web. Semantic web 

mining combines the two fast-developing research areas of semantic web and web mining 

with the purpose of improving web mining by exploiting the new semantic structures in the 

web. Berendt et al. (2002) gives an overview of where the two areas meet today, and sketches 

ways of how a closer integration could be profitable. The web will reach its full potential 

when it becomes an environment where data can be shared and processed by automated tools, 

as well as by people. The notion of being able to semantically link various resources 

(documents, images, people, concepts, etc.) is essential for the personalization domain. With 

this we can begin to move from the current web of simple hyperlinks to a more expressive, 

semantically rich web, where we can incrementally add meaning and express a whole new set 

of relationships (hasLocation, worksFor, isAuthorOf, hasSubjectOf, dependsOn, etc.) among 

resources, making explicit the particular contextual relationships that are implicit in the 

current web. The semantic web will allow the application of sophisticated mining techniques 

(which require more structured input). This will open new doors for effective information 

integration, management and automated services (Markellos et al., 2003). 

Moving away from the promising future potential of the personalization technology, perhaps 

it is interesting to return to its original motivation. Personalization has one explicit target; 

people. Users are being offered services or applications that need to be or should be 
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personalized for ease of use, efficiency and satisfaction. Although the past years different 

attempts have been proposed for evaluating personalization (Vassiliou et al., 2002), 

(Ramakrishnan, 2000) a more systematic and integrated approach should be defined for its 

efficient assessment, justifying on a per application basis the use of such a resource 

demanding technology. In other words, despite the great potential and how smart a web site 

can be in changing itself in order to better suit the individual user, or how well it can 

anticipate and foresee user needs, the fact remains: systems are aware of only a fraction of the 

total problem-solving process their human partners undergo (Hollan, 1990), and they cannot 

share an understanding of the situation or state of problem-solving of a human (Suchman, 

1987). Personalization with all the automated adaptations it ‘triggers’ transparently, is a 

blessing only if the human partner is allowed to control what is adapted automatically and 

how. This way, locus of control remains at the user side, where it should be. Other than that, 

numerous issues remain to be addressed: When is personalization required? What data should 

be used and is there a minimal efficient set? How should data be handled? Is personalization 

efficient for the user? What about the system’s efficiency? Are there any criteria for the 

efficiency of the methods, in terms of accuracy, speed, privacy and satisfaction?  

Technologically, the scene is set for personalization; it is fast developing and constantly 

improving. What is missing is its wider acceptance that will allow it to prove its full potential. 

The prerequisite for this final and crucial step is the investigation and resolving of issues 

connected with the human factor; ethics, trust, privacy, control, satisfaction, respect, 

reassurance.  

CONCLUSIONS 

As the web is growing exponentially, the user’s capability to find, read, and understand 

content remains constant. Currently, web personalization is the most promising approach to 

alleviate this problem and to provide users with tailored experiences. Web-based applications 
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(e.g. information portals, e-commerce sites, e-learning systems, etc.) improve their 

performance by addressing the individual needs and preferences of each user, increasing 

satisfaction, promoting loyalty, and establishing one-to-one relationships. There are many 

research approaches, initiatives and techniques, as well as commercial tools that provide web 

personalization based on business rules, web site contents and structuring, user behavior and 

navigational history as recorded in web server logs.  

Without disputing the enormous potential of the personalization technology, neither 

questioning the ‘noble’ motivations behind it, the issue is still unclear: Does personalization 

really work? The answer is neither trivial nor straightforward. On the one hand the benefits 

could be significant not only for the web site visitor (being offered more interesting, useful 

and relevant web experience) but also for the provider (allowing one-to-one relationships and 

mass customization, and improving web site performance). On the other hand, 

personalization requires rich data that is not always easily obtainable and in many cases the 

output proves unsuccessful in actually understanding and satisfying user needs and goals. 

Today, the situation is such, that providers invest money on personalization technologies 

without any reassurances concerning actual added value, since users are negative towards the 

idea of being stereotyped. Finally, the ethical dimension of personalization should also be 

taken into account: online user activities are recorded for constructing and updating user 

profiles and this puts privacy in jeopardy.  

Summarizing, in this chapter we explored the different faces of personalization. We traced 

back its roots and ancestors, and followed its progress. We provided detailed descriptions of 

the modules that typically comprise a personalization process and presented an overview of 

the interesting research initiatives and representative commercial tools that deploy web usage 

mining for producing personalized web experiences. Finally, we introduced and discussed 

several open research issues and in some cases, we provided recommendations for solutions.  
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